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Abstract—As robots enter novel, uncertain home and of ce
environments, they are able to navigate these environments
successfully. However, to be practically deployed, robots should
be able to manipulate their environment to gain access to new
spaces, such as by opening a door and operating an elevator. This,
however, remains a challenging problem because a robot will
likely encounter doors (and elevators) it has never seen before.

Objects such as door handles are very different in appearance,
yet similar function implies similar form. These general, shared
visual features can be extracted to provide a robot with the
necessary information to manipulate the speci c object and carry
out a task. For example, opening a door requires the robot to
identify the following properties: (a) location of the door handle
axis of rotation, (b) size of the handle, and (c) type of handle (left
turn or right-turn). Given these keypoints, the robot can plan the
sequence of control actions required to successfully open the dio
We identify these “visual keypoints” using vision-based learning Fig._ 1. Variety of manipulation tasks required for a robot &vigate in the
algorithms. Our system assumes no prior knowledge of the 3D environment.
location or shape of the door handle. By experimentally verifying
our algorithms on doors not seen in the training set, we advance The vision algorithm must be able to infer more information
%Ugrév‘;rkaté’e"ysaifgsabﬁg\:\? E)hﬁdirr?t tg egagf_na rgboi to r:]zglviglate ttor than a single grasp point to allow the robot to plan and execut
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even or?es it has not seel:1 bef%re)./ P 9 0015 ane EIevAoR such a-manlpulauon task. . L.
In this paper, we focus on the problem of manipulation in
|. INTRODUCTION novel environments where a detailed 3D model of the object

Recently, there is growing interest in using robots not onkg not available. We note that objects, such as door handles,
in controlled factory environments but also in unstructurevary signi cantly in appearance, yet similar function ings
home and of ce environments. In the past, successful nastmilar form. Therefore, we will design vision-based ldam
igation algorithms have been developed for robots in theatgorithms that attempt to capture the visual featureseshar
environments. However, to be practically deployed, robogeross different objects that have similar functions. Tdgren
must also be able to manipulate their environment to ganmanipulation task, such as opening a door, the robot end-
access to new spaces. In this paper, we will discuss our waector must move through a series of way-points in caatesi
towards enabling a robot to autonomously navigate anywheseace, while achieving the desired orientation at each way-
in a building by opening doors and elevators, even thosesit hgoint, in order to turn the handle and open the door. A small
never seen before. number of keypoints such as the handle's axis of rotation and

Most prior work in door opening (e.g., [1, 2]) assumesize provides suf cient information to compute such a teaje
that a detailed 3D model of the door (and door handléyry. We use vision to identify these “visual keypoints,” iain
is available, and focuses on developing the control actioage required to infer the actions needed to perform the task.
required to open one speci c door. In practice, a robot mugb open doors or elevators, there are various types of ation
rely on only its sensors to perform manipulation in a new robot can perform; the appropriate set of actions depends
environment. However, most modern 3D sensors, such a®rathe type of control object the robot must manipulate,, e.g.
laser range nder, swissranger depth camera, or stereomamdeft/right turn door handle, spherical doorknob, push-taor
often provide sparse and noisy point clouds. In graspingieso handle, elevator button, etc. Our algorithm learns the alisu
recent works (e.g., [3, 4]) use learning to address thislpmb features that indicate the appropriate type of controloacto
Saxena et al. [3] use a vision-based learning approach use.
choose a point at which to grasp an object. However, a taskFor a robot to successfully open a door or elevator, it also
such as opening a door is more involved in that it requiresreeeds to plan a collision-free path to turn and push or pull
series of manipulation tasks; the robot must rst plan a pathe handle while moving the robot base. For this purpose, we
to reach the handle and then apply a series of forces/torquse a motion planning algorithm. We test our algorithm on a
(which may vary in magnitude and direction) to open the doanobile manipulation platform, where we integrate diffdren




TABLE |

components—vision, navigation, planning, control, eto., t
VISUAL KEYPOINTS FOR SOME MANIPULATION TASKS

perform the task of opening the door.
Finally, to demonstrate the robustness of our algorithmsMANIPULATION TASK | VISUAL KEYPOINTS
we provide results from extensive experiments on 20 differe| TURN A DOORHANDLE | 1. LOCATION OF THE HANDLE
doors in which the robot was able to reliably open new doors : :_TESNngf SE $3:LT/L?\IELE
in new buildings, even ones which were seen for the rst time . TYPE (LEFT-TURN,
by the robot (and the researchers working on the algorithm). RIGHT-TURN, ETC.)
PRESS AN . LOCATION OF THE BUTTON
Il. RELATED WORK ELEVATOR BUTTON . NORMAL TO THE SURFACE
Our work draws ideas from a variety of elds, such ag OPENA - LOCATION OF THE TRAY
.. . . . .1 DISHWASHER TRAY . DIRECTION TO PULL OR PUSH IT
computer vision, grasping, planning, control, etc.; wel wi
brie y discuss some of the related work in these areas.
There has been a signi cant amount of work done in robdteed to make these expensive changes to the many elevators
navigation [5]. Many of these use a SLAM-like algorithm wit&nd doors in a typical building. _
a laser scanner for robot navigation. Some of these works,hay N contrast to many of these previous works, our work
in fact, even identi ed doors [6, 7, 8, 9, 10]. However, all ordoes not assume existence of a known model of the objgct
these works assumedkaownmap of the environment (where (such as the door, door handle, or e_Ievator button) or a geeci
they could annotate doors); and more importantly none ohthdnowledge of the location of the object. Instead, we focus on
considered the problem of enabling a robot to autonomougfje Problem of manipulation in novel environments, in which
open doors. a model of the objects is not available, and one needs to rely
In robotic manipulation, most work has focused on develog NOiSy sensor data to identify visual keypoints. Some of
ing control actions for different tasks, such as graspingas (hese keypoints need to be determined with high accuracy
[11], assuming a perfect knowledge of the environment (@ tffor successful manipulation (especially in the case ofatmv
form of a detailed 3D model). Recently, some researchers ha&#ttons).
started using vision-based algorithms for some applioatio I11. ALGORITHM
e.g. [12]. Although some researchers consider qsing Visionconsider the task of pressing an elevator button. If our
or other sensors to perform tasks such as grasping [13, ddrception algorithm is able to infer the location of thetbnt
these algorithms do not apply to manipulation problems @hegq 5 direction to exert force in, then one can design a contro
one _need_s to es_timate_a full traj_ectory _of the rpbot and a|§9ategy to press it. Similarly, in the task of pulling a deaw
consider interactions with the object being manipulated. oy perception algorithm needs to infer the location of anpoi
There has been some recent work in opening doors Usiggrasp (e.g., a knob or a handle) and a direction to pull. In
manipulators [15, 16, 17, 1, 2]; however, these works fqne task of turning a door handle, our perception algorithm
cused on developing control actions assuming a pre-sutve¥gseds to infer the size of the door handle, the location of its
location of a known door handle. In addition, these workgyis and a direction to push, pull or rotate.
implicitly assumed some knowledge of the type of door pjore generally, for many manipulation tasks, the perceptio
handle, since a turn lever door handle must be grasped ag[pgorithm needs to identify a set of properties, or “visual
manipulated differently than a spherical door knob or a BUSReypoints” which de ne the action to be taken. Given these
bar door. visual keypoints, we use a planning algorithm that consider
Litle work has been done in designing autonomouge kinematics of the robot and the obstacles in the scene, to
elevator-operating robots. Notably, [18] demonstratedirth pjan a sequence of control actions for the robot to carry out
robot navigating to different oors using an elevator, bbeir he manipulation task.
training phase (which requires that a human must point outpjyiding a manipulation task into these two parts: (a) an
where the appropriate buttons are and the actions to take gp(_g,orithm to identify visual keypoints, and (b) an algonitiio
a given context) used the same elevator as the one usegdh a sequence of control actions, allows us to easily exten
their test demonstration. Other researchers have addréisse the algorithm to new manipulation tasks, such as opening a
problem of robots navigating in elevators by simply havingishwasher. To open a dishwasher tray, the visual keypoints
the robot stand and wait until the door opens and then aguld be the location of the tray and the desired direction to
a human to press the correct oor button [19, 20]. Kemp §hove it. This division acts as a bridge between state of the
al. [21] used human assistance (“point and click” interfacgyt methods developed in computer vision and the methods

for grasping objects. developed in robotics planning and control.
In the application of elevator-operating robots, some tebo

have been deployed in places such as hospitals [22, 23].!dentifying Visual Keypoints

However, expensive modi cations must be made to the ele-Objects such as door handles vary signi cantly in appear-
vators, so that the robot can use a wireless communicatiance, yet similar function implies similar form. Our leargi

to command the elevator. For opening doors, one can aligorithms will, therefore, try to capture the visual fe@sithat
envision installing automatic doors, but our work remouas t are shared across different objects having similar functio
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In this paper, the tasks we consider require the percepti
algorithm to: (a) locate the object, (b) identify the pautar
sub-category of object (e.g., we consider door handlesftf Ie
turn or right-turn types), and (c) identify some propertsesh
as the surface normal or door handle axis of rotation.
estimate of the surface normal helps indicate a direction
push or pull, and an estimate of the door handle's axis o,gig. 2
rotation helps in determining the action to be performed by

the arm. o _ We experimented with several techniques to capture the
In the eld of computer vision, a number of algorithmsg,ct that the labels (i.e., the category of the object found)
have been developed that achieve good performance on tg correlation. An algorithm that simply uses non-maxima
such as object recognition [24, 25]. Perception for robotig, nression of overlapping windows for choosing the best
manipulation, however, goes beyond object recognitiomal t -5 gigate locations resulted in many false positives—12.2%
the robot not only needs to Iocgte the object but also neeg$ he training set and 15.6% on the test set. Thus, we
to understand what task the object can perform and how j[aniemented an approach that takes advantage of the context
manipulate |t.to perform that task. For example,' if the iti@m ¢ the particular objects we are trying to identify. For exale,
of the robot is to enter a door, it must determine the type gfe know that doors (and elevator call panels) will always
door handle (i.e., left-turn or right-turn) and an estimaféts onain at least one handle (or button) and never more than
size and axis of rotation, in order to compute the appropriafyo handles. We can also expect that if there are two objects,
action (i.e., to turn the door handle left and push/pull).  they will lie in close proximity to each other and they will
Manipulation tasks also typically require more accuradyely pe horizontally aligned (in the case of door handles)
than what is currently possible with most classiers. FOertically aligned (in the case of elevator call buttonshisT
example, to press an elevator button, the 3D location of thgroach resulted in much better recognition accufacy.
button must be determined within a few millimeters (which Figure 3 shows some of the door handles identi ed using
corresponds to a few pixels in the image), or the robot Wi aigorithm. In our earlier version of the algorithm, weeds
fail to press the button. Finally, another challenge ingesig g, nnort Vector Machines on a small set of features (computed
perception algorithms is that different sensors are sl&t&r o pCA)3 Table Il shows the recognition and localization
different perception tasks. For example, a laser range rndg.cracies. “Localization accuracy” is computed by assign
is more suitable for building a map for navigation, but & 213 yajue of1 to a case where the estimated location of the
camera is a better sensor for nding the location of the do@jyor handle or elevator button was withrem of the correct
handle. We will rst describe our image-based classi er.  |ocation ando otherwise. An error of more thag cm would
1) Object RecognitionTo capture the visual features that.5,,se the robot arm to fail to grasp the door handle (or push
remain consistent across objects of similar function (a@ce he elevator button) and open the door.
appearance), we start with a 2D sliding window classi er. We once the robot has identi ed the location of the object in
use a supervised learing algorithm that employs boostng dp, image, it needs to identify the object type and infer adntr
compute a dictionary of Haar features. actions from the object properties to know how to manipulate
In detail, the supgrvised training procedu_re. rst randomlyt Given a rectangular patch containing an object, we diass
selects ten small windows to produce a dictionary of Hagfhat action to take. In our experiments, we considered three

features [26]. In each iteration, it trains decision tresing types of actions: turn left, turn right, and press. The aacyr
these features to produce a model while removing irrelevant

features from the dictionary. Figure 2 shows a portion of 2|n detail, we start with windows that have high probabilitiya@ntaining

[ ; the object of interest. These candidate windows are theopg using K-
the patch dictionary selected by the algomhmlow’ when means clustering; the number of clusters are determined frenhigtogram

given a new image, the recognizer identi es bounding bOXe$ the candidate window locations. In the case of one cluster cluster
of candidate locations for the object of interest. centroid gives the best estimate for the object location.him ¢ase of two

; more clusters, the centroid of the cluster with highesbphility (the one
There are a number of contextual properties that we ta\gw h the most candidate frames) is identi ed as the most likelgation for

advantage of to improve the classi cation accuracy. Pratim an object.
of objects to each other and spatial cues, such as that a do88VM-PCA-Kmeangor locating the object, we compute features that were

handle is less likely to be found close to the oor, can be usdgptivated in part by some recent work in computer vision [24,af¥] robotic
grasping [13]. The features are designed to capture thriéeratit types of

to learn a location based prior (partly motivated by [26])- local visual cues: texture variations, texture gradieais| color, by convolving
the intensity and color channels of the image with 15 ItersLg@vs' masks

1Details: We trained 50 boosting iterations of weak decidie®s with 2 and 6 oriented edge lters). We compute the sum of energiesich ef these
splits using a base window size of 84 x 48 pixels. To selecbtitanal values Iter outputs, resulting in an initial feature vector of dimsion 45. To capture
of parameters, e.g., number of components used, type of ketoglye used a more global properties, we append the features computed febghinoring
cross-validation set. We implemented this object recogroreleft and right patches (in a 4x4 grid around the point of interest). We thee BCA to
door handles and elevator call panel buttons. The door kamdining set extract the most relevant features from this set. Finally,use the Support
consisted of approximately 300 positive and 6000 negativepsss, and the Vector Machines (SVM) [28] learning algorithm to predict @ther or not an
elevator call button training set consisted of approxima#)0 positive and image patch contains a door handle or elevator button. This ga accuracy
1500 negative samples. of 91.2% in localization of door handles.

Example features found by our Haar-Boosting-Kmeaassckr.



TABLE Il
ACCURACIES FOR RECOGNITION AND LOCALIZATION

RECOGNITION | LOCALIZATION
DOOR HANDLE 94.5% 93.2%
ELEVATOR BUTTONS | 92.1% 91.5%
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%

2z nz4 026

Fig. 4. The rotation axis of the door handle, shown by theoyeltectangle
. L . . in the image (left) and in the point-cloud (right, showing 4apw). Notice
of the classier that distinguishes left-turn from righith the missing points in the center of the handle.

handles was 97.3%.

2) Estimates from 3D dataOur object recognition algo- tion algorithm), with a horizontal laser scanner (avaiabh
rithms give a 2D location in the image for the visual keypsint many mobile robots) to obtain the 3D location of the object.
However, we need their corresponding 3D locations to be al¥re, we make a ground-vertical assumption—that every door
to plan a path for the robot. is vertical to a ground-plane [36]This enables our approach

In particular, once an approximate location of the doab be used on robots that do not have a 3D sensor such as a
handle and its type is identi ed, we use 3D data from thstereo camera (that are often more expensive).
stereo camera to estimate the axis of rotation of the door Planni qc |
handle. Since, the axis of a right- (left-) turn door handIE: Planning and Control _
is the left- (right-) most 3D point on the handle, we build Given the visual keypoints and the goal, we need to design
a IOgiStiC classi er for door-axis using two features—drste motion planning and control algorithms to allow the robot to
of the point from the door and its distance from the center4| detail a location in the dst i 30chould

. . n detall, a location In the Image corresponas to a ray in c ou
(to_WardS left or right). Flgure_: 4 shows ap E_:xample of the doollﬁtersect the plane in which the door lies. Let the planaedasadings be
axis found from the 3D pomt-cloud. Slmllarly, we use PCAienoted as; =(x( i);y( {)). Let the origin of the camera be a2 R® in
on the local 3D point cloud to estimate the orientation of th&sm's fr:arr?e' ang, |etd2‘| R® be thfe rl]mi(tj ray Easzing_ fff;]m the Camelfa center
. . roug the pre icted location of the door handle in the nlplgee. e, In
Surf_acefr?qu'red 'r_] Cases such as elevator buttons and ddﬁé%lobot frame, the door handle lies on a line connectimmdc + r.
for identifying the direction to apply force. Let T 2 RZ 3 be a projection matrix that projects the 3D points in the

However. the data obtained from a stereo sensor is oft@fy frame into the plane of the laser. In the laser plane, thexethe door

. ! . . . h?ﬁdle is likely to lie on a line passing througtc andT(c+ r).
noisy and sparse in that the stereo sensor fails to give dep P
measurements when the areas considered are texturelgss, e. t =min¢ o, jT(c+rt) lijj3 (1)
blank elevator V_Va"S [29]. Thergfore, we also presgnt a mth\{vhere is a small neighborhood around the reyNow the location of the
to fuse the 2D image location (inferred by our object recegnsD point to move the end-effector to is given by= ¢+ rt .



TABLE Il
ERROR RATES OBTAINED FOR THE ROBOT OPENING THE DOOR IN A TOTAL
NUMBER OF 34 TRIALS.

DOOR |NUM OF RECOG. | CLASS. |LOCALIZA-| SUCCESS
TYPE |TRIALS (%) (%) |TION (CM) RATE
LEFT 19 89.5% | 94.7% 2.3 84.2%
RIGHT 15 100% 100% 2.0 100%
Fig. 5. Anillustration showing how to obtain the locatiorfite end-effector |1 OTAL | 34 94.1% | 97.1% 2.2 91.2%

from the visual keypoints.

successfully execute the task. The planning algorithm Ishou
consider the kinematics of the robot and also criterion such
as obstacle avoidance (e.g., opening a dishwasher traputith
hitting the objects in the tray).
For example, to turn a door handle the robot needs to move
the end-effector in an arc centered at the axis of rotation of
the door handle. (See Figure 5.) The visual keypoints such
as length of the door handk and the axis of rotation were
estimated from the vision-based learning algorithms. Ysin
these keypoints, we can compute the desired locaiprs R3
of the end-effector during the manipulation task.
To determine the correct control commands, we nd theig. 7. Some experimental snapshots showing our robot opatiffegent
joint angles of the robot that will take the end-effectoroiigh  types of doors.

the locationsP;. The robot must pass through these landmarks

in con guration space; however, the problem of computing doo.r (ortetljevator pta;]nterll) wﬂ{)uBtOctm tgnd t20 degdreesi Ant.
joint angle con gurations from end-effector locations it i Xperiment began wi € robot starting at a random lonatio

posed. Therefore, we use additional criterion such as I@geplw'thIn 3m of the door. It used lasers to navigate to the door,

the wrist aligned with the axis of rotation and preventing thanld o;:r VISIOI’]-.baSGd classi ebrs to nd tlrefhandle. | .
joints from reaching their limits or the arm from hitting any. ntht € e?p;.enme_:’_\rt_‘s, ;’“T ro O.t saw af ofour tg;t ogatlor&s
obstacles. To plan such paths, we build upon a Probabilisft?(,r € rstime. 1he lraning images for our vision-base

RoadMap (PRM) [31] motion planning algorithm for obtaining*eammg algc_Jrlthm were collected in completely separabio
a smooth, collision-free path for the robot to execute. ngs, with different doors and door handle shapes, stractur
' decoration, ambient lighting, etc. We tested our algorithm

two different buildings on a total of ve different oors (adut

20 differentdoors). Many of the test cases were also run where
the robot localized at different angles, typically between
30 and +30 degrees with respect to the door, to verify the
robustness of our algorithms.

In a total of 34 experiments, our robot was able to suc-
cessfully open the door81 out of 34times. Table Il details
the results; we achieved an average recognition accuracy of
94.1% and a classi cation accuracy of 97.1%. We de ne
the localization error as the mean error (in cm) between the
predicted and actual location of the door handle. This led to
a success-rate (fraction of times the robot actually opehed
door) of 91.2%. Notable failures among the test cases iedud

IV. EXPERIMENTS glass doors (erroneous laser readings), doors with numeric
A. Robot keypads, and very dim/poor lighting conditions. Theseufail

Our robotic platform (which we call STAIR 1) consists of &£25€S have been reduced signi cantly (in simulation) wité t
harmonic arm (Katana, by Neuronics) mounted on a Segwa§" classier. (The current experiments were run using our
robotic mobility platform. The 5-dof arm is position-coatied  €a'lier svm-pca-kmeans classi er.) . .
and has a parallel-plate gripper. Our vision system usesra Po FOr €levator button pushing and door pulling experiments,
Grey Research stereo camera (Bumblebee XB3) and a la%r have only performed single demonstrations on the robot.

scanner (Hokuyo) mounted on a frame behind the robotic arfU€ o the small size of the elevator buttons (2 cm diameter)
and the challenge of obtaining very accurate arm-visiotesys

B. Experiments calibration, reliably pushing the buttons is much more difit,
We used a Voronoi-based global planner for navigation [324ven if the simulations show high performance. Our robot has
this enabled the robot to localize itself in front of and fagi a fairly weak gripper, and therefore pulling the door open is

Fig. 6. Planning a path to open the door.
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A. Petrovskaya and A. Y. Ng, “Probabilistic mobile maniatibn in
dynamic environments, with application to opening doors,"lJGAI,
2007.

[3] A. Saxena, J. Driemeyer, and A. Y. Ng, “Robotic graspingnaivel
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[

Fig. 8. Snapshots showing our robot opening a dishwashgr tra [10]

also dif cult because of the very small effective workspacéii]
in which it can exert enough torque to open a door. Als 2]
many of the doors are spring-loaded, making it impossible
for this particular arm to pull them open. In future work, we13]
plan to use active vision [33], which takes visual feedbaut& i 14]
account while objects are being manipulated and thus pesvic}
complementary information that would hopefully improve th[15]
performance on these tasks.

Videos of the robot opening new doors and elevators ajg
available at:

http://ai.stanford.edu/ asaxena/openingnewdoors 17

To demonstrate how our ideas can be extended to m(glr%]
manipulation tasks, we also tested our algorithms on tHe td$9]
of opening a dishwasher tray in a kitchen. Using our 3%0]
classi ers, we identi ed the location of the tray and the wéd
keypoints, i.e., the direction in which to pull the tray open21]
Here, training and testing was done on same dishwasher but
test cases had different objects/position of the tray aspesed |55
to the training set. By executing the planned path, the robot

was able to pull out the dishwasher tray (Figure 8). (23]

V. CONCLUSION

To navigate and perform tasks in unstructured environmen%l]
robots must be able to perceive their environments to iflenti25]
what objects to manipulate and how they can be manipula eg]
to perform the desired tasks. We presented a framew R
that identi es some visual keypoints using our vision-lihse27]
learning algorithms. Our robot was then able to use these
keypoints to plan and execute a path to perform the desireg]
task. This strategy enabled our robot to navigate to neweglac
in a new building by opening doors and elevators, even onié8l
it had not seen before. In the future, we hope this framewoyig,
will aid us in developing algorithms for performing a vasiet

of manipulation tasks.
(31]

Acknowledgmentaie thank Andrei lancu, Srinivasa Rangan,
Morgan Quigley and Stephen Gould for useful discussions agg]

for their help in the experiments.

33
REFERENCES [33]

[1] M. Prats, P. Sanz, and A. P. del Pobil, “Task planning fatelligent
robot manipulation,” inASTED Arti cial Intel App 2007.

objects using vision,IJRR vol. 27, no. 2, pp. 157-173, 2008.

Platt, Grupen, and Fagg, “Improving grasp skills usingesoa structured
learning,” inICDL, 2006.

S. Thrun and M. Montemerlo, “The graph SLAM algorithm with
applications to large-scale mapping of urban structurd®R vol. 25,
no. 5-6, pp. 403-429, 2006.

D. Fox, W. Burgard, and S. Thrun, “Markov localizationrfanobile
robots in dynamic environmentsJAIR vol. 11, pp. 391-427, 1999.
D. Wolf and G. S. Sukhatme, “Online simultaneous localaatand
mapping in dynamic environments,” iCRA, 2004.

C. Stachniss and W. Burgard, “Mobile robot mapping andalzation
in non-static environments,” iIAAAI, 2005.

P. Biber and T. Duckett, “Dynamic maps for long-term opienatof
mobile service robots,” irRSS 2005.

D. Anguelov, D. Koller, E. Parker, and S. Thrun, “Deifegt and
modeling doors with mobile robots,” ifCRA 2004.

A. Bicchi and V. Kumar, “Robotic grasping and contact:eview,” in
ICRA 2000.

D. Kragic and H. I. Christensen, “Robust visual sergjinJRR vol. 22,
no. 10-11, pp. 923-939, 2003.

A. Saxena, J. Driemeyer, J. Kearns, and A. Y. Ng, “Robgt#&sping of
novel objects,” inNIPS 2006.

A. Saxena, L. Wong, and A. Y. Ng, “Learning grasp stragsgwith
partial shape information,” iMAAI, 2008.

C. Rhee, W. Chung, M. Kim, Y. Shim, and H. Lee, “Door opening
control using the multi- ngered robotic hand for the indoocergice
robot,” in ICRA 2004.

L. Petersson, D. Austin, and D. Kragic, “High-level ¢an of a mobile
manipulator for door opening,” ilROS 2000.

D. Kim, J.-H. Kang, C. Hwang, and G.-T. Park, “Mobile raldor door
opening in a house'NAI, vol. 3215, pp. 596-602, 2004.

J. Muira, K. lwase, and Y. Shirai, “Interactive teacfinf a mobile
robot,” in ICRA, 2005.

R. Simmons and et al., “Grace: An autonomous robot for theARA
robot challenge,’Al Magazine vol. 24, no. 2, pp. 51-72, 2003.

F. Michaud, J. Audet, and D. Letourneau, “Having a roaibénd AAAI
2000,” IEEE Intelligent Systemwol. 15, no. 6, 2000.

C. C. Kemp, C. Anderson, H. Nguyen, A. Trevor, and Z. Xu, gaint-
and-click interface for the real world: Laser designatidnobjects for
mobile manipulation,” inHRI, 2008.

T. Sakai, H. Nakajima, D. Nishimura, H. Uematsu, and K. Yiiko,
“Autonomous mobile robot system for delivery in hospital,” MEW
Technical Report2005.

J. Evans, “Helpmate: an autonomous mobile robot couriehdspitals,”
in IROS 1992.

T. Serre, L. Wolf, and T. Poggio, “Object recognition tivifeatures
inspired by visual cortex,” irCVPR 2005.

B. Sapp, A. Saxena, and A. Y. Ng, “A fast data collectionda
augmentation procedure for object recognition,”AAAI, 2008.

A. Torralba, “Contextual priming for object detectibriJCV, vol. 53,
no. 2, pp. 169-191, 2003.

A. Saxena, M. Sun, and A. Y. Ng, “Learning 3-d scene gtrcee from
a single still image,” inICCV workshop on 3D Representation for
Recognition (3dRR)2007.

V. N. Vapnik, The Nature of Statistical Learning Theory Springer,
1995.

A. Saxena, J. Schulte, and A. Y. Ng, “Depth estimatiomgsinonocular
and stereo cues,” ilCAl, 2007.

E. Delage, H. Lee, and A. Y. Ng, “A dynamic bayesian netwvorodel
for autonomous 3d reconstruction from a single indoor imaigeCVPR
2006.

F. Schwarzer, M. Saha, and J.-C. Latombe, “Adaptive dyinaollision
checking for single and multiple articulated robots in cormpeviron-
ments,”IEEE Tr Robotics Autovol. 21, no. 3, pp. 338-353, 2005.
H. Choset and J. Burdick, “Sensor based planning. |. Géeeralized
voronoi graph,” inICRA, 1995.

D. Katz and O. Brock, “Extracting planar kinematic modelsing
interactive perception,” irRSS Robot Manipulation workshop007.



