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Abstract Properly locating and fixing such bugs requires knowledge of
) o ] the violated program invariants.

Automatic tools for finding software errors require Traditionally, discovering such bugs was the responsybili
knowledge of the rules a program must obey, Or  of software developers and testers. Fortunately, autamate
specifications,” before they can identify bugs. We bug-finding tools, such as those based on static program anal
present a method that combines factor graphs and  ysjs  have become adroit at finding many such errors. Op-
static program analysis to automatically infer spec-  grationally, a static analysis tool analyzes a programawith
ifications directly from programs. We illustrate the running it (similar to a compiler) and reasons about the pos-

approach on inferring functions in C programs that  gjpje paths of execution through the program. Conceptually
allocate and release resources, and evaluate the ap-  the tool checks that every analyzed path obeys the program
proach on three codebases: SDL, OpenSSH, and  jjyariants in a specification. When a rule can be violated,

the OS kernel for Mac OS X (XNU). The inferred the tool flags a warning. Static tools have achieved signifi-
specifications are highly accurate and with themwe  cant success in recent years, with research tools finding tho
have discovered numerous bugs. sands of bugs in widely used open-source software such as
the Linux kerne[Engleret al, 2004. Unfortunately there is
1 Introduction no free lunch. Like human testers, these tools require knowl

. : . edge of a program’s specification in order to find bugs.
Software bugs are as pervasive as software itself, with the The kev issue is possessing adeguate specifications. Un-
rising cost of software errors recently estimated to cost th Y S p 9 q P '
United States economy $59.5 billion/yd®Tl, 2004, For-  fortunately, many important program properties that wedou
tunately, there has been a recent surge of research into dgg(rat(i:(l:(u\ll\g:rjb\%l:tg;’n?toedrgrjr?lS‘rgrrigl?énr%g{tsérr)gwgsaen?r:f?n?n?
veloping automated and practical bug-finding tools. WhileP program. 70 ; : P

ual labor needed to specify high-level invariant propertien

tools differ in many respects, they are identical in one: if e overwhelming even for small prograrff@anagaret al
they do not know what properties to check, they cannot fin v Ing ev All prog garet al,
bugs. Fundamentally, all tools essentially empdpecifica- 003. 'Further, In Iargel evolving codeba}ses the interfaces
tionsthat encode what a prograshould dain order to distin-  ™aY quickly change, which further complicates the problem
guish good program behavior from bad of keeping a specification current. Consequently, many bugs
e O - hat could have been found with current tools are rendered
A specification is a set of rules that outlines the acceptabl hvisible by ignorance of the necessary specifications.

behavior of a program. A “bug” is a violation of the rules. For Thi d i techni that bi fact
example, one universal specification is that a program “ehou IS paper describes a technique that combines tactor

not crash.” Because crashes are fail-stop errors (i.eprine  9raPhs with static program analysis to automatically infer
gram halts) they are easy to detect, but because many fagP€cifications directly from programs. We illustrate thecki
tors can lead to a crash they are equally difficult to diagRose of specifications that can be inferred with an example specifi

Moreover, while software crashes are colorful symptoms of £2ton inference task. This paper formalizes and exterels th
! model informally introduced in our earlier woflkKremenek

program behaving badly, many bugs are not fail-stop. Mem- ) : . .
ory leaks (or more generally leaks of application and systent &l» 2008; we also describe algorithms for inference and
parameter learning. These changes result in significantly

resources) lead through attrition to the gradual death oba p ! q ¢ £ 1h del. We al v th
gram and often induce erratic behavior along the way. Datd!'Proved performance of thé model. Vve also apply these
geas to finding a number of bugs, many serious, in SDL,

corruption errors can lead to unpleasant results such as lo .
of sensitive data. Further, most security-related bugs) as penSSH, PostgreSQL, Wine and Mac OS X (XNU).

those allowing a system to be compromised, are not fail-stop] 1  Specifications of Resource Ownership

'This has led to significant work on post-mortem analysis of softwaréAlmost all programs make use of dynamically allocated re-
crashes, including applying machine learning methods, to identifjsources. Examples include memory allocated by functions
potential causes of a crakBhenget al, 2009. like mal | oc, file handles opened by calls tepen, sockets,



1. FILE * fpl = foper{ "nyfile.txt", "r" ): or checker which we briefly describe. Figure 1 depicts a
2. FILE * fp2 = fdoper( fd, "W' ); contrived code fragment illustrating the use of severai-sta
3. fread buffer, n, 1, fpl ); dard 1/O functions in C. For the return valuesfafpen and
4. fwrite( buffer, n, 1, fp2 ); f dopen, we can associate the labed (returns ownership)
5. fclosg fpl); or —~ro. For the input arguments (with a pointer type) of
6. fclose fp2); fwite, fread, andfcl ose we can associate labet®
(claims ownership) orco. These labels can be used by a sim-
Figure 1: Example use of standard C I/O functions. ple checker that operates by tracing the possible pathéwith

the function wherd p1 andf p2 are used, and, along those
paths, simulate for each pointer the property DFA in Figure 2
N Every time a pointer is passed as an argument to a function
call or returned from a function the corresponding label is
N\ consulted and the appropriate transition is taken. An “end-
of-path” indicates that the end of the function was reached.
There are five final states. The statemak and Invalid Use
© are error states (shaded) and indicate buggy behavieal({d
Usecaptures both “use-after-release” errors as well as claim-
ing a non-owned pointer). The other final states indicate a
pointer was used correctly, and are discussed later ingurth
detail. Further details regarding the implementation & th
checker can be found in Kremenek et[20004.

0

0

Figure 2: DFA for a static analysis checker to find resource errors.
Shaded final states represent error states (bugs).

database connections, and so on. Functions that “allocatef’ 2 Quyr Approach
resources, oallocators typically have a matchindealloca-

tor function, such asr ee andf cl ose, that releases the re- while specifications conceivably come in arbitrary forms, we
source. Even if a language supports garbage collection, pr@ocus on inferring specifications wheft) the entire set of
grammers usually must enforce manual discipline in managspecifications is discrete and finite af®) a given specifica-
ing arbitrary allocated resources in order to avoid reseurc tjon for a program can be decomposed into elements that de-
related bugs such as leaks or “use-after-release” errors.  scribe the behavior of one aspect of the program. For exam-
Numerous tools have been developed to find resource buggje, in the ownership problem if there arefunctions whose
with the majority focusing on finding bugs for uses of well- return value can be labeled andn function arguments that
known allocators such asal | oc [Heine and Lam, 2003  can be labeledo then there aré™2" possible combined la-
Many systems, however, define a host of allocators and deakellings. In practice, there are many reasonable bug-findin
locators to manage domain-specific resources. Because theoblems whose specifications map to similar domains.
program analysis required to find resource bugs is gener- . . . e .
ally the same for all allocators and deallocators, curreoist Our primary lever for inferring specifications is that pro-
grams contain latent information, often in the form of “beha

could readily be extended to find resource bugs for domain: | sianat » that indirectly d ts their highdl
specific allocators if they were made aware of such functiond©r@ signatures,” that indirectly documents their higkr
roperties. Recall that the role of specifications is toioatl

A more general concept, however, that subsumes knowin :
cceptable program behavior. If we assume that programs

allocators and deallocators is knowing what functicetsirn ) ;
or claim ownershipf resources. To manage resources man;IOr the most part do what their creators mt_ended (or_a_lt Ie_ast
i a relative sense “bugs are rare”) then a likely specificati

programs employ the ownership idiom: a resource has at a X ! .

time exactly on@wningpointer (or handle) which must even- r{g one that closely matches the program’s behavior. Thus, if
eSCﬁCh a specification was fed to a static analysis checker, the
c

tually release the resource. Ownership can be transferr o
y P ecker should flag only a few cases of errant behavior in the

program. Finally, latent information may come in a myriad of

it to a function that claims it (e.g., a deallocator). Altlybu ; : :
allocators and deallocators respectively return and atam- other forms, suc_h as naming conventions for funct_|(_)ns_(e.g.
‘alloc”) that provide hints about the program’s specifioati

ership, many functions that return ownership have a contrac
similar to an allocator but do not directly allocate resas;c This motivates an approach based on probabilistic reason-
e.g., a function that dequeues an object from a linked lidt aning, which is capable of handling this myriad of information
returns it to the caller. Once the object is removed from thethat is coupled with uncertainty. Our solution employs dact
list, the caller must ensure that the object is fully proedss graphs[Yedidia et al, 2003, where a set of random vari-
A similar narrative applies to functions that claim ownépsh ables in a factor graph represent the specifications weedesir
By knowing all functions that return and claim ownership, weto infer, and factors represent constraints implied by eha
can detect a wider range of resource bugs. ioral signatures. The factor graph is constructed by aivadyz
This paper explores the problem of inferring domain-a program’s source code, and represents a joint probability
specific functions in C programs that return and claim own-distribution over the space of possible specifications. éOnc
ership. Our formulation uses an encoding of this set of functhe factor graph is constructed, we employ Gibbs sampling to
tions that is easily consumed by a simple static analysis tooinfer the most likely specifications.

from a pointer by storing it into a data structure or by pagsin



2 Factor Graph Model to “coincidentally” exhibit; thus when we observe such be-

; . ... haviors in a program they may provide strong evidence that a
We now present our factor graph model for inferring specifi-_. Y ;
cations. Fi/Ve illustrate it in t%rn?s of the ownership %rorl)alem,glven specification is likely to be true. Check factors inaer

and make general statements as key concepts are introduci éerknéghtgr?gfnc; (?hoethcr?gcr:IE)eerl)l(ﬁgeadbtc:)uélZ;J:r%?:gsyrgsbzﬂgv-
We begin by mapping the space of possible specification

to random variables. For each element of the speciﬁcatiot"nors a program exhibits.

with discrete possible values we have a random variale do}':'aen?secgggcskitoO];efj‘céor?hir.enclfsggstor.Qobdeel.legggé‘ry
with the same domain. For example, in the ownership prob; IN-Specif wiedge. 1his inclu pri :

lem for each return value of a functiohdo” in the codebase the relative fre-quency-of certain specifications, knowtedg
we have a random variablyogrer With domain{ro, -ro}. ~ aP0ut suggestive naming conventions (e.g, the presence of
Further, for theith argument of a functiondaz” we have a al\llt\)/c In a;gncﬂons r:ﬁmle |mpl|e?f|t '? ano'), ?nd soon.
random variableAp,z; with domain{co, -co}. We denote € now diScuss both classes ot factors in turn.

this collection of variables a&, and a compound assignment 2.3 Check Factors

A = arepresents one complete specification from the set of . L .
possible specifications. We now describe check factors, which incorporate our teelief

about the possible behaviors a program may exhibit and the

2.1 Preliminaries specifications they imply.

Our goal is to define a joint distribution fok with a factor Each final state in our checker corresponds to a separate
graph. We now review key definitions pertaining to factor 0ehavioral signature observed in the program given a speci-
graphd Yedidiaet al, 2004. fication A = a. The checker observes five behavioral signa-

- . tures, two of which indicate different kinds of bugs (leaksa
Definition 1 (Factor) A factor f for a set of random vari-  gyerything else), and three which identify different kirafs
ablesC is a mapping from v[C) to R™. “good” behavior. By distinguishing between different beha
Definition 2 (Gibbs Distribution) A Gibbs distribution P iors, we can elevate the probability of valuesfthat induce

over a set of random variablé§ = {X;,..., Xn}isdefined behaviors that are more consistent with our beliefs.
in terms of a set of factorff; }le (with associated random First, we observe that (in general) bugs occur rarely in pro-
variables{C; }j]=1: Cj [X) such that: grams. Although not a perfect oracle, the checker can be em-
J ployed to define an error as a case where the DFA in Figure 2
P(X1,...,Xn) = 1 H i (Cj). (1) endsinan error state. Thus an assignmem tthat causes
z j=1 the checker to flag many errors is less likely than an assign-
. ) N . ment that leads to few flagged errors. Note that we should
The normalizing constar is the partition function. not treat errors as beirimpossiblg(i.e., only consider speci-

Definition 3 (Factor Graph) A factor graphis a bipartite ~ fications that cause the checker to flag no errors) beddyse
graph that represents a Gibbs distribution. Nodes correspo real programs contain bugs a(®) the checker may flag some
to variables inX and to the factor{f;};_,. Edges connect false errors even for a bug-free program.
variables and factors, with an undirected edge betwXgn Further, not all kinds of errors occur with equal frequency.
andfj if X; [CQ;. In practicelnvalid Useerrors occur far less frequently than
. Leaks. Thus, for two different specifications that induce the
2.2 Overview of Model Components same number of errors, the one that induces rheesks than
We now define the factors in our model. Maintaining termi- Invalid Useerrors is the more likely specification.
nology consistent with our previous work, we call the fac- Finally, errors aside, we should not equally weight obser-
tor graphs constructed for specification infereAcmotation  vations of different kinds of good program behavior. For
Factor GraphqAFGs). The name follows from that the spec- example, theDeallocatorsignature recognizes the pattern
ifications we infer (e.gro andco) serve to “annotate” the be- that once an owned pointer is claimed it is never subse-
havior of program components. While often the only randomquently used, whiléwnershipmatches behavior that allows
variables in amAFG will be A (i.e.,X = A), other variables, a claimed pointer to be used after it is claimed. The for-
such as hidden variables, can be introduced as needed.  mer is a behavioral signature that is much harder for a set
There are two categories of factors in&RG that are used of functions to fit by chance. Consequently when we ob-
to capture different forms of information for specification ~ serve theDeallocatorpattern we could potentially weight it
ference. The first set of factors, calleldeck factorsare used as stronger evidence for a given specification than if a code
to extract information from observed program behavior. Afragment could only obey th@wnershippattern. Finally, the
given specificatiotA = a that we assign to the functions in a Contra-Ownershigpattern, which recognizes all correct use
program will determine, for each tracked pointer, the onmteo  of a non-owned pointer, is the easiest pattern to fit: all func
of the checker described in Section 1.1. These outcomes réions can be labeledro and—co and the checker will never
flect behaviors the checker observed in the program given thigag an error. Such a specification is useless, however, be-
provided specification (e.g., resource leaks, a pointanrgoei cause we wish to infero andco functions! Thus we should
properly claimed, and so on). Our insight is tliRtsome be-  potentially “reward” observations of th@wnershipor Deal-
haviors are more likely than others (e.g., errors shouldiocc locatorsignatures more than th@ontra-Ownershigattern.
rarely) and tha{2) some behaviors are harder for a programin other words, we are willing to tolerate some errors if a set



Multiple execution paths. Note that the value of the check
is a summary oéll the analyzed paths within the function for
that pointer. Each analyzed path may end in a different state
in the DFA. Instead of reporting results for all analyzechgat
we summarize them by reporting the final state from the ana-
lyzed paths that appears earliest in the following partidéa

) o ) Invalid Use [Leak [_Cbntra-Ownership
Figure 3: Factor graph model for the code in Figure 1. Circular

nodes correspond to variables and square nodes to factors. The [Dwnershipl_Deallocator
shaded factors indicate check factors, while the top row depicts  Fqy example, if on any path the analysis encounterisiealid

factors modeling prior beliefs. Usestate, it reportgnvalid Usefor that check regardless of
of functions appear to consistently fit either teallocator ~ the final states on the other paths. The idea is to report bad
or Ownershipsignatures. behavior over good behavior.

We now discuss how these ideas are modeled using fag 4 Fyrther Modeling: Domain Knowledge
tors. We first atomize the output of the checker iobecks . . . )
A check is a distinct instance in the program where the spec3€yond exploiting the information provided by a checkee, th

ification could be obeyed or disobeyed. For the ownershigactor graph allows us to incorporate useful domain knowl-
problem, we have a check for every statement of the forndge. We discuss two examples for the ownership problem.
“p = foo()” where a pointer value is returned from a called  Prior beliefs. Often we have prior knowledge about the
function. For the code in Figure 1 we have one check for€lative frequency of different specifications. For exaenpl
f p1 and another fof p2. In general, the actual definition of a most functions do not claim ow_nershlp of th_elr arguments and
check will depend on the specifications we are trying to inferShould be labeleehco. Such hints are easily modeled as a
but essentially each check represents a distinct observati Single factor attached to eagt vaerlable. We attach to each
point of a program’s behavior. Asoo:i @ factorf(Aswo:i = X) = e%<. The two parameters, _
Once we define the set of checks for a codebase, foffco andeﬂlco, are shared between_ all fgc’gors created by this
each check we create a correspondihgck factor denoted construction. Analogously we.deflne similar facto_rs forleac
fehecks, - IN theAFG. Check factors represeftt) the analysis ~ Afoorret- These factors are depicted at the top of Figure 3.
result of the checker at each check when running the checker Suggestive naming. Naming conventions for functions
using a provided set of values fa and(2) our preferences (€-9., @ function name containing “alloc” implies the retur
over the possible outcomes of each check. The variables i¥glue isro) can be exploited in a similar fashion. We se-
A associated with a givefineck,,,, denotedAcnecky,. are Iecteo! a small set of WeI‘I‘-knO\{\'/rl key,\,/vordl(“: (|K|” = 10)
those whose values could be consulted by the checker to déontaining words such as “alloc”, *free” and “new.” To model
termine the check’s outcome. For example, Figure 3 depict§eyword correlation withro specifications, for eachvoo:ret
the factor graph for the code example in Figure 1. We hav&/hose functions contains the keywdea/ we construct a sin-
two check factors (shaded), one fqri andf p2 respectively. ~ 9l€ factor associated withsooret:
Because foff p1 the checker needs only consult the speci- = y) = @Bkwix
fications represented by the variabBgpen:ret, Afread:4 and F(Atoorer = %) =€ (2)
Arclose:1, these variables are those associated fgithek ;. - Sincex [{¥o, —ro} this factor is represented by two param-
Check factors have a simple mathematical definition. Ifeters (per keyword). These parameters are shared between al
Ci(acheck;,) represents the output of the checker for check factors created by this construction. Note that the factor i

WhenAcheckg, = acheck: theNfenecky, is defined as: present only if the function has the keyword as a substring of
o ) it's name; while the presence of a keyword may be sugges-
feheckg, (Acheck,) = { €% 1 if Ci(achecky,) =€ tive of a function’s role, we have observed the absence of a

Thus a check factor is encoded with a set of real-valued pakeyword is usually uninformative.

rametersd; [R), one for each distinct behavior observed by ~Keyword correlation foco specifications is similarly mod-
the checker. These parameters are shared between all che®JRd, except since a function may contain multiple argusjent
factors that observe the same set of behaviansd are used €ach of which may be label@d, we construct one “keyword
to encode our intuitions about program behavior and the-spedactor” over all theAs,o:i variables, denoted ro:parmsifor
ifications they imply. For example, we expect that the pa-a functionf oo:

rameters for error state8;c.c and6yaiduse Will have lower — aBwscol e —co3 Bl co £ CiTAw . ——co
values than the remaining parameters (i.e., errors arg. rarel (Afoparmsth = € A5 =c0} A (}3 |

While parameters can be specified by héiemeneletal, 1y s itanyof f 0o’s arguments has the specificatianthen
2004, in this paper we focus on learning them from partially the factor has valuePw-co (ande®w-—co otherwise). For clar-

known specifications and observing if the learned pararsetety, | avword factors have been omitted in Eiqure 3
both (1) match with our intuitions an¢R) compare in quality Y, KeYW g '
to the specifications inferred using hand-tuned parameters 3 Inference

2Multiple checkers with different check factors can conceptually beOnce the factor graph is constructed, we employ Gibbs sam-
used to analyze the program for different behavioral profiles. pling to sample from the joint distribution. For eaéy



we estimate the probability it has a given specification.(e.g AFG Size  Manually Classified Specifications
P(A; = ro)) and rank inferred specifications by their prob-  codebase Linest0®) |A| # Checksro —=ro & co —co << Total
abilities. Analogously, we estimate for each check factor SDL 515 843 577 35 25 14 16 31 051107
feheck;, the probability that the values &cneck;, cause the OpenSSH 80.12 717 341645 28 1.6 10 108 0.09191
checker to flag an error. This allows us to also rank possible __ XNU 138111936 916935 49 071 17 99 017200
errors by their probabilities.

When updating a value for a giveﬁj A, we must Table 1: Bfeakdown_by project of codebgse size, number of manu-
recompute the value of each check faCfQHeck(i) where ally classified specifications, and AFG size.
Aj [ Acheckg - This requires actually running the checker.
Because at any one time Gibbs sampling has a complete as-Seeding parameters All parameters, excluding, ..« and
signment to all random variables, the checker simply con®,,,.i:use Were initialized to a value df (i.e., no initial bias).
sults the current values & to determine the outcome of the 8, ., and0,,.isuse Were initialized to—1 to provide a slight
check. This clean interface with the checker is the primarybias against specifications that induce buggy behavior.

reason we employed Gibbs sampling. - Estimating the gradient. For each step of gradient ascent,

While our checker is relatively simple, the analysis is still g expectations in Equation 5 are estimated using Gibbs sam
very expensive when run repeatedly. To compensate, Wgjing hut each with onlytwo chains (thus relying on prop-
cache analysis results by monitoring which valuestoare  eries of stochastic optimization for convergence). Cense
consulted by the checker to determine the outcome of a checlyyently, our estimate of the gradient may be highly noisy. To
This results in a speedup of two orders of magnitude. help mitigate such noise, samples are drawn fRyg,,.;and

We experienced serious issues with mixing. This is a by-PUncIampedin a manner similar teontrastive divergenciHin-
product of the check fac_tors, since values of sevAsalari- on, 2000. First, each sample froMcumpeq is sampled as
ables may need to be flipped before the outcome of a ?hecﬁfescribed in Section 3. To generate a sample fFRRamped
changes. We explored various strategies to improve mixingye continue running the Markov chain that was used to sam-
and converged to a simple solution thgt provided consigtent ple from P gampeaby (1) unclamping the observed variablBs
acceptable results. We run 100 chains for= 1000 iter- 514 then(2) running the chain for 400 more iterations. This

zl\a/fions andfat the ﬁ”?} of each chc'ilinﬂ:ecforlfinglesample.l_ noticeably reduces much of the variation between the sample
oreover, for each chain, we apply the following annealinggenerated fromPompe aNdP yromped

schedule so that each factigrhas the following definition on

thekth Gibbs iteration: Because the term fd¥; in the gradient is_ additive in the
" ek number of factors that shai,;, its value is in the range
fi( (A.) =f (Ai)m'n(0-75N’ ) (4) [—NumFactor.(ecj), NumFactor.(ecj )] This causes the magnitude

of the gradient to grow with the size of the analyzed code-
base. To compensate, we scale e@ghterm of the gradient
by numFactor{B.; ), leaving each term of the modified gradient
in the rangd—1, 1]. This transformation, along with a modest
4 Learning learning rate, worked extremely well. We experimented with

, , alternate means to specify learning rates for gradientnasce
We now discuss our procedure for parameter learning. Thenq none met with the same empirical success.

factors we have discussed take the exponential form of
f(Cj =cj) = e (with 6., [CH). The set of parameters
6 for these factors can be learned from (partially) observe
data, denoted = d, by using gradient ascent to maximize
the log-likelihood ofd. GenerallyD [Al representing par-
tially known specifications. We omit the derivation of the
gradient, as it is fairly standard. For the case where aaing| )
parametef.; appears in a single factdy, the corresponding 5 Evaluation

term of the gradient is: ) . ) .

We evaluate our model by inferringp andco functions in
dlogp(dlf) _ o 1 - E 1 ] three codebases: SDL, OpenSSH, and the OS kernel for Mac
08, F clmped {Cs=e;} Puncamped {Ci=ei3l 05X (XNU). SDL is a cross-platform graphics library for

(5) game programming. OpenSSH consists of a network client
Here Peampeq f€presents the conditional distribution over all and server for encrypted remote logins. Both manage many
variables in the factor graph wheD is observed, while custom resources, and SDL uses infrequently called memory
Punciamped TEPresents the distribution with no observed datamanagement routines from XLib. Like all OS kernels, XNU
If a parameter appears in multiple factors, the gradiemhter defines a host of domain-specific routines for managing re-
for 8, is summed over all factors in which it appears. sources. For each project we randomly selected and manually
Lo - Lo classified 100-200 specifications for the return valuesof
4.1 Implementation: Heuristics and Optimizations —ro) and argumentsc or —co) of functions. Table 1 shows
We now briefly describe a few key features of our implemen-he size of each codebase, the number of manual classifica-
tation of gradient ascent for our domain. tions, andAFG sizes.

This simple strategy significantly improved the quality aof o
samples. While satisfied by the empirical results of this pro
cedure, we continue to explore faster alternatives.

Finally, since amAFG typically consists of multiple con-
(gected components, if a connected component contains no
bserved variables, then Equation 5 is trividlyor all fac-
tors in the component. We thus prune such components from
the factor graph prior to learning.



5.1 Specification Accuracy

Our hypothesis is that many codebases will exhibit similari
ties in code structure and style, allowing a model trained on
one codebase to be applied to another. We evaluate this hy-
pothesis with two experiments.

First, for each project we randomly divide our known spec- { |
ifications (Table 1) into training and test se®@/@40%). We 7

positive rate

AFG
- AFG-Keywords

Average true!
>4

<
-0-- Hand-Tuned
¢ AFG-Rename
-A

- Keywords Only
train the model on the training set and then use the trained *° +——————
model to infer the specifications in the test set. Because the 00 02 04 06 08 10 00 02 04 06 08 10
strictest test of our model is to apply it to a codebase with Average false positive rate
no known specifications, when inferring specifications fier t (@) SDL:ro accuracy (b) SDL:co accuracy

test set,noneof the variables inA are observed (including
those in the training set). This simulates applying a moalel t

a codebase that has practically identical code charatitsris

to the codebase on which the model was trained. We repeat
this experiment 10 times.

Figure 4 depicts averaged ROC curves for each project.
Each figure depicts five lines. The base moddtG, is an
AFG that includes check factors and factors to model prior
beliefs overro/co labels. The second lindFG-Keywords
is AFG augmented with keyword factorsland-Tuneds the
AFG model using parameters that were tuned by hand over
time by inspecting inference results on all codebases.

The remaining two lines represent an ablative analysis,
where we test simpler systems that use only a subset of the
features of the full system. One strength of the model is that s 1 e 08 -
it captures the inter-correlation between specificatiamess 3
the codebase. AFG-Renameis constructed fromAFG by ‘ |
weakening the correlation between variables: each variabl o044/ / 0.4 4 ;’
Ai [A is replicated for each associated check factor (this p '
is equivalent to renaming each function call in the codebase ' B
to refer to a distinct function). For example, for th&G 00 ¥ 00 1>

1.0
08 ¢

i)
0.6 4 :

|

1.0 -
06 | (7 06 - J

i
02 ! -
i

in Figure 3, we SplitAfopen;ret into two random variables, 0‘.0 o‘.z o‘.4 o‘.e o‘.s 1‘.0 o.‘o o.‘z o.‘4 o.‘e o.‘s 1.‘0
one for each of the two check factors for whiigpen:ret
shares an edge. These two variables then serve as sulsstitute  (e) xNU: ro accuracy (f) XNU: co accuracy

to Asopen:ret fOr the respective check factors. Specification

probabilities are then estimated by averaging the proiiasil  Figure 4: ROC curves depicting inferred specification accuracy.

of the replicated variables. The remaining modé&ywords

Only, is anAFG that includes only keyword and prior belief allocators being paired with a common dealloactor function

factors. All models, with the exception éfand-Tunedhad  (thus information about one propagates to the others). Note

their parameters separately learned on the same data. that its performance is still significantly better than ramd
The ROC curves illustrate that our model generally per-guessing. This suggests that when the ownership idiom fits at

forms very well. For SDLAFG, AFG-Keywords andHand-  a “local” level in the code it is still strongly suggestive af

Tunedachieve between 90-100% true positive rate (TPR) forprogram’s specification. Fdteywords-Only we observe ex-

both ro andco specifications with a 10% (or less) false pos- cellentco accuracy on OpenSSH because of the small number

itive rate. It is encouraging our trained models perform asof co functions with very suggestive names, while for similar

well or better asdand-Tunedwhich essentially had access to reasons it has decect accuracy on SDL (up to tH0% TPR

both training and test set data for all codebases), &RiG-  level, at which point accuracy falls off). On XNUWp accu-

Keywordsslightly edging out all other models. We observe racy is worse than random. On all codebasesdtaccuracy

similar results on OpenSSH and XNU. On XNU, b&tkG  is modest to poor; a more careful analysis suggests that some

and AFG-Keywords significantly outperformsHand-Tuned naming conventions are used inconsistently and that many

for ro accuracy, withHand-Tunedachieving higherco ac-  functions do not have suggestive names.

curacy with the trade-off of lowero accuracy. Our second experiment directly evaluates training the
Our ablated models perform significantly worse. For SDLmodel parameters on one codebase and applying them to in-

and OpenSSHAFG-Renameéhas noticeably degraded ac-  ferring specifications on another. Figure 5 depicts specific

curacy compared té\FG, but maintains decertb accuracy tion inference results for XNU. The SDL and OpenSSH pa-

(the reverse being the case on XNU). We believe this is dueameters are trained using our full set of known specificatio

to the richer models capturing relationships such as skver#or those projects and then are tested on our full set of known



107 int coredumystruct proc *p) {

0.8 -
name= proc.corenamg...); /* allocates a string */
0.6 .
[* “name” is ALWAYS leaked after calling vnodepen */

7 if ((error = vnode oper(name ... )))

Average true positive rate

02 4 — XNU Tra_lned (Avg)
: ——- SDL Trained
OpenSSH Trained

Figure 6: BUG. Functioncor edunp in XNU always leaks a

0.0 X )
T T T T T T T T string allocated bypr oc_cor e_nane.

00 02 04 06 08 10 00 02 04 06 08 10
Average false positive rate Figure 6 illustrates an example bug found in the XNU. The
(a) XNU: ro accuracy (b) XNU: co accuracy functioncor edunp is invoked within the kernel to process a

core dump of a user process. The functiemc _cor e_nane

Figure 5: Specification accuracy on XNU when using model pa- is called to construct a freshly allocated string that iatks
rameters trained on SDL and OpenSSH. the location of the core dump file. This string is always lehke

o . ) ) after the call tornode_open, which leads to the kernel leak-
specifications for XNU, whileXNU (Avg) is the AFG line  jng a small amount of memory every time a process core
from the previous experiment. All models ah&G (without  gqumps. This is a serious error, as a renegade process can
keywords). Graphs for the other codebases are similar. Wgayse the kernel to leak an arbitrary amount of memory and
observe in this figure that all the lines are very close to eaclyentually cripple the OS (this bug has been fixed for the next
other. We believe this strongly supports the generalithef t yglease of Mac OS X). The bug was found by inferring that
model and its applicability across codebases. proc_cor e_nanme is anro because it calls a commonly in-

Interpreting parameters. Upon inspection, in most case yoked allocator function that was also inferred to baran
learned parameters matched well with our intuitions (Sec-

tion 2.3). For all codebases, the parameters for errorsstate6 ~ Conclusion

Oica @NdBinaiause Were less than the remaining parametersye presented a general method that combines factor graphs
for check factors (non-errors). On some codebases, howevel,q siatic program analysis to infer specifications diyect!

their relative values were higher to (we believe) compensatyom programs. We believe the technique shows significant
for increased codebase-specific noise from the checker. COBromise for inferring a wide range of specifications using

sequently, OUAFG model can compensate for some deficien-,,papilistic analysis. This includes applications in gurer
cies in the checker as long as the checker can identify inforgec ity where many security exploits could be fixed by cor-
mative behavioral patterns. We also observed %@J’O?am’ rectly identifying “tainted” input data (such as from a web
was always greater thaounersnp and Bcona-ounersns WHICh oy that is ‘exploitable by an attacker, or by inferring pos
matches with our intuition that observations of healloca-  gipie bounds for arrays to detect buffer overruns when con-

tor pattern should be “rewarded” higher than other behaviorsyentional analysis fails. These and other problems reptese
5.2 Software Bugs promising and exciting future directions for this work.
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